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Abstract

Undiagnosed diabetes and prediabetes are common among trauma patients and increase
perioperative complication rates, yet routine glycemic screening at hospital admission is
rarely performed. We compared 10 supervised machine learning (ML) algorithms for early
detection of impaired glucose metabolism in 1789 trauma surgery patients (1095 normal;
694 prediabetes/diabetes) using questionnaire data and preoperative laboratory values
within a nested cross-validation framework with hyperparameter optimization. On the
combined feature set, XGBoost achieved the highest area under the receiver operating
characteristic curve (ROC-AUC; 0.815), followed by multilayer perceptron (0.814) and
Gradient Boosting (0.813); adding blood parameters significantly improved performance for
nine of ten algorithms (DeLong’s test, p < 0.05). SHapley Additive exPlanations (SHAP) and
XGBoost feature gains identified six overlapping predictors, yielding a simplified model
with comparable mean discrimination. Inter-model differences were small, and a fully
interpretable logistic regression model remained within one percentage point of XGBoost.
The best-performing model demonstrated strong calibration and a higher net benefit than
either universal testing or no testing across the evaluated threshold probabilities. In routine
trauma practice, such a model could identify patients who would benefit from confirmatory
glycated hemoglobin (HbA1c) testing, enabling earlier detection of dysglycemia, risk-
stratified glucose management, and timely referral for lifestyle intervention in patients
with prediabetes.

Keywords: supervised learning; diabetes mellitus; prediabetes; orthopedic trauma; XGBoost;
SHAP

1. Introduction
Diabetes mellitus (DM) is a metabolic disorder defined by elevated blood sugar

levels [1]. The Diabetes Atlas reports that 589 million individuals globally are affected by
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diabetes, ranking it as the eighth leading cause of disease burden worldwide [2]. Type 2
diabetes accounts for more than 90% of all diabetes cases, and its precursor, prediabetes,
is alarmingly prevalent, with 35–50% of the affected individuals progressing to type 2
diabetes within five years [3–5]. In Germany, 10% of the population had a confirmed
diagnosis of diabetes, with total diabetes-related health expenditures reaching 40.4 billion
dollars in 2024 [2].

The metabolic burden of diabetes is especially pronounced in trauma and orthopedic
surgery [6]. In a tertiary trauma center, 10.3% and 12% of patients self-reported a diabetes
diagnosis in 2016 and 2019, respectively, based on patient questionnaires without confirma-
tory testing. Pscherer et al. reported comparable rates using hospital documentation [6,7].
More recently, Maurer et al. observed that 23.4% of patients with septic surgical infections
or chronic wounds in this setting had diabetes, highlighting the high prevalence of dys-
glycemia in high-risk trauma subgroups [6–8]. These patients experienced significantly
higher complication rates and longer hospital stays compared to metabolically healthy in-
dividuals [7,9]. On average, prediabetic patients stayed 25% longer, while diabetic patients
stayed nearly twice as long [7]. These patterns complicate treatment and place a substantial
burden on healthcare resources.

Dysglycemia is particularly consequential in trauma and orthopedic surgery, where
impaired glucose metabolism is associated with delayed fracture healing, postoperative
infection, pseudoarthrosis, and prolonged hospitalization [10–12]. These complications
occur more frequently not only in patients with diabetes but also in those with predia-
betes, underscoring the value of identifying dysglycemia early [1,13]. Beyond the mus-
culoskeletal system, untreated hyperglycemia contributes to renal, cardiovascular, and
ophthalmic complications, reinforcing the need for screening methods suited for orthopedic
trauma populations [2].

Despite the high prevalence and clinical significance, routine screening for diabetes
and prediabetes is not standard practice in trauma clinics. The most widely used diagnostic
criteria for diabetes require multiple tests, including the oral glucose tolerance test (OGTT)
and glycated hemoglobin (HbA1c) test, which are rarely performed in routine clinical
practice in trauma clinics [14]. As a result, many cases of prediabetes and diabetes remain
undetected until complications develop. This gap underscores the need for practical,
rapid screening tools to identify high-risk individuals at admission, prior to confirmatory
laboratory testing. Early detection of impaired glucose metabolism (e.g., prediabetes
and diabetes) may help delay the progression of cardiovascular, renal, neurological, and
musculoskeletal complications [15].

Artificial intelligence (AI), particularly supervised machine learning (ML), offers a
promising approach for clinical prediction. Supervised ML models are increasingly ap-
plied to identify patients at risk of adverse clinical outcomes and to support data-driven
decision-making [16–20]. Various supervised learning models are specifically adapted for
disease prediction, enabling timely identification of patients at elevated metabolic risk and
facilitating early confirmatory testing and proactive perioperative management. Although
ML methods are increasingly applied in general medical populations, few studies have
assessed their effectiveness in trauma-specific populations, and even fewer have compared
the performance of different ML algorithms in this context [21–24]. Existing machine
learning applications relevant to this work fall into two largely separate streams. The first
predicts diabetes or prediabetes, but almost exclusively in general or primary-care popula-
tions, where the objective is community screening or long-term risk stratification rather
than perioperative decision-making. The second applies machine learning within trauma
populations, but to predict trauma-related outcomes such as mortality, injury severity, or
emergency triage, rather than metabolic risk [21–24]. Neither stream addresses glycemic
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risk screening at trauma admission, which differs in case-mix, available admission data,
and clinical objective: flagging existing but unrecognized impaired glucose metabolism
before surgery.

To our knowledge, this is the first study to address that gap by systematically bench-
marking 10 supervised ML algorithms for detecting impaired glucose metabolism in trauma
surgery patients. Beyond discrimination, we evaluated model calibration and clinical utility
and investigated whether a compact, clinically interpretable feature set could retain the
predictive performance of the full feature set. This framework was designed to identify
models that could support rapid prioritization of patients for confirmatory glycemic testing
while relying primarily on information already collected during routine trauma admission.

2. Materials and Methods
2.1. Study Population and Data

This single-center observational study used prospectively collected data from trauma
and orthopedic surgery patients recruited during three enrollment periods. Patients were
enrolled at the preoperative anesthesia assessment unit of a tertiary trauma center, where
patients scheduled for surgery undergo a standardized preoperative evaluation. Patients
were recruited during three enrollment periods, each spanning six consecutive weeks
(October–November 2021, October–November 2024, March–April 2025). Within each term,
all eligible patients admitted for trauma or orthopedic surgery were enrolled consecutively,
with identical eligibility criteria across periods and without further selection, which limits
selection bias. This unit provides preoperative assessment for patients admitted for planned
trauma and orthopedic surgery, including primary and revision surgery. Patients scheduled
for surgery completed a questionnaire, and blood samples were collected for routine
analyses before the surgery. To establish accurate ground-truth labels for the machine
learning tasks, an HbA1c test was ordered for all enrolled patients strictly as part of this
study. All patients provided written informed consent before participating in the study and
completing the questionnaires, which were adapted from the Finnish Diabetes Risk Score
(FINDRISK) and German Diabetes Risk Score (GDRS) [25,26]. Patients were excluded only
if they declined participation, submitted incomplete questionnaires, or had insufficient
information on sex or blood sugar levels (Figure 1).

Patients were classified as having diabetes if at least one of the following three criteria
was met:

(i) HbA1c ≥ 6.5%,
(ii) random plasma glucose levels ≥ 200 mg/dL, or
(iii) a previous diabetes diagnosis by a medical doctor.

Patients with an HbA1c level ≥ 5.7% and <6.5% were diagnosed with prediabetes, as
recommended by the American Diabetes Association (ADA) [14].

2.2. Data Preprocessing

The analyzed blood parameters were derived from the hospital’s standard preopera-
tive admission laboratory panel, encompassing hematological, biochemical, and metabolic
markers. Categorical features were numerically encoded. Features missing in more than
25% of patients were excluded from the analysis. This threshold was selected empirically
based on the observed distribution of missingness within the cohort and distinguished
routinely available admission variables from nonroutine laboratory measurements with
substantially higher missingness. The missingness threshold was applied during prepro-
cessing, prior to model development, hyperparameter optimization, and performance
evaluation. This approach was intended to retain clinically representative routine variables
while limiting extensive imputation of sparsely measured parameters. Detailed missing-
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ness percentages for all evaluated features are provided in Supplementary Table S1. For
retained features, missing numerical values were imputed with the column median, while
missing categorical values were imputed with the most frequent category (mode). The
target variable, defined by patient blood glucose levels or previous diagnosis by a medical
doctor, was encoded as a binary variable: 0 for normal blood glucose (Ctrl) and 1 for im-
paired glucose metabolism, including both prediabetes and diabetes (hereafter Pre-/DM).
Detailed descriptions, measurement units, and data types of all features included in the
analysis are provided in Supplementary Table S1.

Figure 1. Flow diagram of patient selection and stratification.

2.3. Multicollinearity Assessment

To mitigate multicollinearity, we employed an iterative backward elimination proce-
dure based on Variance Inflation Factors (VIF). In each step, VIF scores were recalculated
for all features, and the single feature with the highest VIF exceeding a threshold of 10
was removed. This cycle continued until all remaining features satisfied the VIF criteria.
Features that were retained after multicollinearity filtering, along with their final variance
inflation factors, are listed in Supplementary Table S2.

2.4. Algorithm Selection and Performance Evaluation

A nested cross-validation (Nested CV) framework was implemented to provide robust
performance estimates and reduce the risk of overfitting. This framework separates model
selection and hyperparameter optimization from performance evaluation on the held-out
outer folds. The outer loop employed five-fold stratified cross-validation to evaluate gener-
alizability, while the inner loop, also five-fold, was used for hyperparameter optimization
via Optuna. Numerical feature standardization (using StandardScaler to achieve a mean of
0 and a standard deviation of 1) was performed within the cross-validation folds. During
the inner loop, the scaler was fit exclusively on the inner training partition and applied to
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the inner validation partition. Similarly, in the outer loop, a new scaler was fit exclusively
on the outer training partition and applied to the held-out outer test partition.

The Area Under the Receiver Operating Characteristic Curve (ROC-AUC) was the
primary metric for model evaluation. Additional performance metrics included accuracy,
precision, recall, F1-score, specificity, and Matthews correlation coefficient (MCC). Pre-
cision, recall, and F1-score refer to the positive Pre-/DM class. Metrics were calculated
independently in each outer test fold and are reported as mean ± standard deviation (SD)
across five folds. Binary class predictions were generated using each estimator’s default
decision rule. For classifiers providing predicted probabilities, a probability threshold of
0.5 was used to assign the positive Pre-/DM class.

Ten supervised machine learning algorithms were evaluated: Support Vector Machine
(SVM) [27], K-Nearest Neighbors (KNN) [28], Multilayer Perceptron (MLP) [29,30], Decision
Tree [31], Random Forest [32], ExtraTrees [33], AdaBoost [34], Gradient Boosting [35],
Logistic Regression [36], and Extreme Gradient Boosting (XGBoost) [37]. The algorithm
with the highest mean ROC-AUC across the outer folds was selected for final model
development and interpretability analysis. The complete machine learning pipeline is
illustrated in Figure 2.

Figure 2. Machine learning pipeline. Data underwent preprocessing (missingness filtering and
missing value imputation) followed by variance inflation factor (VIF) analysis to remove multi-
collinear features. Ten supervised algorithms were trained using nested five-fold cross-validation
with Optuna hyperparameter tuning. Numerical standardization was fitted within the corresponding
training folds and subsequently applied to held-out validation or test data. Model performance was
evaluated primarily using Receiver Operating Characteristic–Area Under the Curve (ROC-AUC),
with additional classification metrics. The highest-performing model was subsequently subjected to
global interpretability analysis and consensus feature selection.
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All algorithms were implemented using their standard reference implementations in
scikit-learn (v1.4.2), except XGBoost, which used the xgboost package (v2.1.3). Hyperpa-
rameter optimization was performed with Optuna (v3.6.1). Within each outer-training fold,
500 Optuna trials were performed, with each trial evaluated using stratified five-fold inner
cross-validation. To ensure determinism, a single random seed (42) was applied across
Python, NumPy (v.2.4.4), and all estimators, and numerical libraries (OpenMP, MKL, Open-
BLAS, BLIS, NumExpr) were constrained to a single thread. The complete hyperparameter
search spaces are reported in Supplementary Table S3.

2.5. Global Optimization and Final Model Configuration

After the algorithm with the highest mean ROC-AUC was identified through nested
cross-validation, hyperparameters were re-optimized on the complete VIF-reduced dataset
using a stratified five-fold cross-validation procedure within the Optuna framework (500 tri-
als) [38]. The resulting model was fit to the full VIF-reduced dataset and used for SHapley
Additive exPlanations (SHAP) and Gain-based feature importance analyses. This full-
dataset reference model was used only for interpretability and feature selection and was
not used to derive the primary nested cross-validation performance estimates reported in
Section 2.4. The globally optimized hyperparameters of the final model are reported in
Supplementary Table S4.

2.6. Benchmarking Against Established Diabetes Risk Scores

To provide a clinically established questionnaire-based benchmark, FINDRISK and
GDRS were reconstructed from the corresponding variables available in the study ques-
tionnaire. Their discriminative performance for distinguishing Pre-/DM from normal
glycemic status was assessed using receiver operating characteristic analysis. ROC-AUC
values and 95% confidence intervals were calculated, with confidence intervals estimated
using 2000 bootstrap resamples with replacement. Bootstrap samples containing only one
outcome class were excluded. Because the study questionnaire was adapted from these
instruments rather than administered as the original stand-alone questionnaires, these
analyses were considered reconstructed benchmark comparisons. The reconstructed score
ROC curves are presented in Supplementary Figure S1.

2.7. Diagnosis-Naïve Sensitivity Analysis

To evaluate model performance specifically for opportunistic detection of previously
unrecognized dysglycemia, a sensitivity analysis was performed in a diagnosis-naïve
subset. Patients with a previously documented diagnosis of diabetes were excluded. In
addition, the self-reported questionnaire variable “Previous high blood sugar levels” was
removed from the predictor set to prevent reliance on prior glycemic information. The
nested cross-validation pipeline was then repeated in the resulting subset using the same
model-development and evaluation framework as in the primary analysis. ROC curves for
the diagnosis-naïve sensitivity analysis are shown in Supplementary Figure S2.

2.8. Model Calibration and Clinical Utility Analysis

Calibration and clinical utility were evaluated using out-of-fold predictions from
the outer-fold models of the nested cross-validation procedure. For each outer fold, the
StandardScaler was fitted exclusively to the outer-training partition and applied to the
corresponding held-out test partition before prediction. Calibration was summarized by
binning held-out predicted probabilities into deciles within each fold, averaging predicted
probabilities and observed event frequencies across folds, and displaying variability as
±1 SD relative to the line of perfect calibration.
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To assess clinical utility, we conducted Decision Curve Analysis (DCA) on pooled out-
of-fold predictions, calculating net benefit across threshold probabilities from 0.01 to 0.99. In
this screening context, a positive model result was interpreted as prompting confirmatory
HbA1c testing rather than directly initiating treatment. The model was compared with
strategies of testing all patients and testing no patients.

2.9. Learning Curve Analysis

Learning curves were generated for all ten algorithms to assess convergence behavior
and potential overfitting. For each outer fold, the hyperparameter configuration selected
during the corresponding inner cross-validation optimization was retained and refitted on
eight progressively increasing subsets of the outer-training data, ranging from 10% to 100%.
Numerical standardization was fitted separately on each training subset and subsequently
applied to the unchanged held-out outer-test fold. ROC-AUC was calculated for both the
training subset and held-out test fold, and mean values with variability across the five
outer folds were plotted as a function of training-set size. Hyperparameter optimization
was not repeated at each training-set size. Complete learning curves for all ten algorithms
are provided in Supplementary Figures S3 and S4 for the questionnaire-only and combined
feature sets, respectively.

2.10. Interpretability and Consensus Feature Selection

Feature importance was analyzed using two complementary metrics to identify the
clinical factors influencing model predictions. Global feature contributions were quantified
by aggregating SHAP (SHapley Additive exPlanations, v0.46.0) values across the dataset,
and a beeswarm plot was generated to visualize the magnitude and direction of each
variable’s effect on predicted risk [39]. XGBoost gain-based feature importance was also
calculated. Gain represents the average improvement in the model’s optimization objective
attributable to splits involving a given feature. Features were ranked separately according
to mean absolute SHAP value and XGBoost gain. The ten highest-ranked features from
each method were identified, and the intersection of these two top-ten lists was retained
as the consensus feature set. This procedure resulted in six overlapping features. Average
ranks were used only to order the retained features and did not determine whether a
feature was included. To assess whether model discrimination could be retained using
this compact feature set, a reduced model was trained using this subset and evaluated
against the full-feature model with identical five-fold stratified cross-validation splits.
Within each outer-training fold, hyperparameters were optimized independently for the
full and reduced models using the inner cross-validation procedure. Both optimized
models were subsequently evaluated on the same held-out outer-test partition. Because
the consensus features were identified using the complete dataset before this comparison,
the reduced-model analysis was considered a post hoc internal assessment rather than an
independent validation.

2.11. Prototype Clinical Screening Interface

To demonstrate practical application, a lightweight prototype interface was developed
using Streamlit (v1.57.0). This tool uses the reduced-feature-set model, allowing users to
enter clinical features and obtain an estimated probability of impaired glucose metabolism
for an individual patient. The prototype is a technical feasibility demonstration only: it
outputs a continuous predicted probability and does not embed a fixed decision threshold
or issue an automated testing recommendation.
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2.12. Statistical Analysis

Continuous quantitative features were reported as medians and interquartile ranges
(IQRs), while categorical features were summarized as counts and percentages. Group
comparisons were performed using the Wilcoxon rank-sum test or Kruskal–Wallis test for
continuous variables, depending on data distribution. Categorical variables were compared
using the Chi-square test; however, Fisher’s exact test was employed when the expected
frequency in any cell of the contingency table was less than 5.

To assess whether the addition of routine laboratory parameters improved discrim-
ination, the ROC-AUC of each algorithm trained on questionnaire data alone was com-
pared with that of the same algorithm trained on combined questionnaire and laboratory
data using DeLong’s test for two correlated ROC curves. For each algorithm, out-of-fold
predictions were pooled across the five outer folds, generated using identical stratified
cross-validation splits so that predictions were aligned to the same patients, and the re-
sulting paired ROC curves were compared. Because out-of-fold predictions were pooled
across the five outer folds prior to testing, each condition’s pooled ROC curve reflects five
distinct fold-specific models rather than a single fixed classifier evaluated once; this pooling
approach is standard practice for cross-validated model comparison but represents a sim-
plification relative to DeLong’s original single-classifier framework. Statistical significance
was defined as p < 0.05. Analyses were performed with Python (3.12, Python Software
Foundation, Wilmington, DE, USA).

3. Results
3.1. Baseline Patient Characteristics

A total of 1789 trauma patients were included in the study. Of these, 1095 (61.2%)
exhibited normal blood glucose levels, while 694 (38.8%) were classified as either having
prediabetes or diabetes (Pre-/DM). Patients in the Pre-/DM group were significantly older
(63.0 vs. 49.0 years), had a higher body mass index (BMI) (27.78 kg/m2 vs. 25.98 kg/m2),
and a greater waist circumference (101.0 cm vs. 93.0 cm) compared to patients with normal
glucose levels (Table 1).

Table 1. Baseline characteristics of patients.

Characteristic Normal Blood Glucose
(n = 1095)

Pre-/DM
(n = 694) p-Value

Demographics
Age (years) 49.0 [31.0, 62.0] 63.0 [55.0, 73.4] <0.001
Sex 0.001
Male 678 (61.9%) 374 (53.9%)
Female 417 (38.1%) 320 (46.1%)

Anthropometrics
Height (m) 1.75 [1.67, 1.80] 1.71 [1.65, 1.79] <0.001
Weight (kg) 80.0 [68.0, 91.0] 82.0 [70.0, 95.75] <0.001
BMI (kg/m2) 25.98 [23.03, 29.32] 27.78 [24.39, 31.86] <0.001
Waist Circumference (cm) 93.0 [84.0, 103.0] 101.0 [92.0, 112.0] <0.001

Laboratory Values
MCHC 33.90 [33.2, 34.5] 33.30 [32.8, 34.0] <0.001
Hematocrit 42.60 [39.80, 45.20] 42.0 [39.0, 45.0] 0.009
Leukocytes 6.62 [5.55, 8.00] 7.20 [5.90, 8.60] <0.001
Prothrombin Time (QUICK) 100.0 [93.0, 109.0] 105.0 [96.25, 112.0] <0.001
APTT 24.0 [23.0, 25.0] 23.0 [22.0, 25.0] <0.001
Potassium 4.10 [3.80, 4.30] 4.20 [3.90, 4.50] <0.001
Sodium 141.00 [139.00, 142.00] 140.00 [139.00, 142.00] <0.001
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Table 1. Cont.

Characteristic Normal Blood Glucose
(n = 1095)

Pre-/DM
(n = 694) p-Value

Medical History
Antihypertensive medication <0.001
Yes 275 (25.1%) 367 (52.9%)
No 819 (74.9%) 327 (47.1%)
Previous high blood sugar levels <0.001
Yes 43 (3.9%) 220 (31.7%)
No 1051 (96.1%) 474 (68.3%)
Biological mother has diabetes <0.001
Yes 102 (9.3%) 137 (19.7%)
No 993 (90.7%) 557 (80.3%)
Biological father has diabetes 0.025
Yes 120 (11.0%) 101 (14.6%)
No 974 (89.0%) 593 (85.4%)
Family History of Diabetes <0.001
First Degree Relative 281 (25.7%) 257 (37.0%)
Second Degree Relative 100 (9.1%) 42 (6.1%)
No history 714 (65.2%) 395 (56.9%)

Lifestyle Factors
At least 30 min of daily exercise 0.056
Yes 1031 (94.2%) 638 (91.9%)
No 63 (5.8%) 56 (8.1%)
Smoking Status <0.001
Non-smoker 607 (55.4%) 324 (46.7%)
Ex-smoker 248 (22.6%) 225 (32.4%)
Smoker 240 (21.9%) 145 (20.9%)

Department <0.001
Arthroscopy 128 (11.7%) 65 (9.4%)
Endoprosthetics 121 (11.1%) 155 (22.4%)
Hand and Plastic Surgery 233 (21.3%) 152 (21.9%)
Oral and Maxillofacial Surgery 94 (8.6%) 37 (5.3%)
Rehabilitation and Treatment
Coordination 1 (0.1%) 2 (0.3%)

Septic Surgery 53 (4.8%) 56 (8.1%)
Spine and Spinal Cord Surgery 21 (1.9%) 8 (1.2%)
Trauma Surgery 443 (40.5%) 218 (31.5%)

Continuous data are presented as median [interquartile range]; categorical variables as n (%). Per-
centages were calculated using the number of patients with available data for each characteristic.
Therefore, denominators may differ from the total group sizes. APTT: activated partial thromboplastin
time; MCHC: mean corpuscular hemoglobin concentration.

Several clinical and laboratory characteristics also differed between groups. Previous
high blood sugar levels were reported by 31.7% of patients in the Pre-/DM group compared
with 3.9% of those with normal glucose metabolism. Antihypertensive medication use and
a family history of diabetes were also more frequent in the Pre-/DM group. Differences
were additionally observed in several routinely measured laboratory parameters, includ-
ing mean corpuscular hemoglobin concentration (MCHC), prothrombin time (QUICK
value), activated partial thromboplastin time (APTT), leukocyte count, potassium, and
sodium (Table 1).

3.2. Model Evaluation of Questionnaire-Only and Combined Data

After pre-processing, ten supervised machine learning models were trained using
either questionnaire data alone or in combination with preoperative blood values. Features
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retained after multicollinearity filtering, with their final variance inflation factors, are
listed in Supplementary Table S2, and the hyperparameter search spaces explored for each
algorithm are given in Supplementary Table S3. Logistic Regression achieved the highest
ROC-AUC (0.797 ± 0.024) among questionnaire-only models (Figure 3a), whereas MLP
demonstrated the highest F1-score (61.3 ± 4.0). Performance across questionnaire-only
models was relatively similar, with mean ROC-AUC ranging from 0.764 to 0.797. A detailed
summary of the performance metrics is provided in Table 2.

Figure 3. Receiver operating characteristic (ROC) curves across outer folds for two representative
models. (a) Logistic Regression trained on questionnaire-only features. (b) Extreme Gradient Boosting
(XGBoost) was trained on the combined questionnaire and blood features. Individual fold ROC
curves are shown in different colors, with the mean ROC curve in bold, the shaded area indicating
±1 standard deviation (SD), and the mean area under the curve (AUC) reported with SD.

Table 2. Performance metrics for all algorithms with questionnaire-only data.

Model AUC-ROC Accuracy (%) Precision (%) Recall (%) F1 (%) Specificity (%) MCC

LR 0.797 ± 0.024 73.2 ± 2.4 69.6 ± 3.2 54.8 ± 4.9 61.2 ± 4.0 84.8 ± 1.8 0.419 ± 0.053
RF 0.796 ± 0.026 72.4 ± 1.6 68.7 ± 2.5 53.2 ± 3.0 59.9 ± 2.7 84.7 ± 1.4 0.402 ± 0.036

MLP 0.796 ± 0.024 72.6 ± 2.1 67.8 ± 3.0 56.2 ± 6.1 61.3 ± 4.0 83.0 ± 2.8 0.410 ± 0.047
GB 0.795 ± 0.025 73.2 ± 2.2 70.3 ± 3.6 53.5 ± 3.4 60.7 ± 3.3 85.7 ± 2.1 0.418 ± 0.048

XGB 0.793 ± 0.031 71.0 ± 1.6 66.1 ± 3.3 52.5 ± 2.0 58.4 ± 1.9 82.8 ± 2.4 0.373 ± 0.034
ET 0.792 ± 0.023 71.8 ± 1.9 69.9 ± 2.5 47.7 ± 5.4 56.6 ± 4.4 87.0 ± 1.5 0.384 ± 0.045
AB 0.790 ± 0.026 71.9 ± 2.1 69.2 ± 1.9 49.4 ± 6.2 57.5 ± 4.7 86.1 ± 1.0 0.387 ± 0.049

SVM 0.783 ± 0.027 71.2 ± 1.8 82.0 ± 2.6 33.0 ± 5.0 46.9 ± 5.2 95.4 ± 0.8 0.381 ± 0.043
KNN 0.768 ± 0.027 69.8 ± 2.4 65.9 ± 4.7 46.1 ± 2.9 54.3 ± 3.5 84.8 ± 2.4 0.339 ± 0.055

DT 0.764 ± 0.036 72.0 ± 2.4 73.1 ± 5.4 44.5 ± 5.0 55.1 ± 4.5 89.4 ± 3.2 0.390 ± 0.057

For each algorithm, performance metrics are given as the mean ± SD of the 5 outer folds. Bold
values indicate the highest performance for each metric across the compared models. Precision,
recall, and F1-score refer to the positive Pre-/DM class. AB: AdaBoost, DT: Decision Tree, ET: Extra-
Trees, GB: Gradient Boosting, KNN: k-Nearest Neighbors, LR: Logistic Regression, MLP: Multilayer
Perceptron, RF: Random Forest, SVM: Support Vector Machine, XGB: eXtreme Gradient Boosting,
ROC-AUC: Receiver Operating Characteristic–Area Under the Curve, MCC: Matthews Correla-
tion Coefficient.
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When questionnaire variables were combined with routine laboratory parameters,
XGBoost achieved the numerically highest mean ROC-AUC (0.815 ± 0.024) (Figure 3b),
followed by MLP (0.814 ± 0.026) and GB (0.813 ± 0.026). The highest mean F1-score was
observed for MLP (66.1 ± 3.8), whereas KNN showed the highest specificity (90.3 ± 1.7).
A detailed summary of the performance metrics is provided in Table 3. Per-fold con-
fusion matrices for all algorithms using the full-feature configuration are provided in
Supplementary Figure S5.

Table 3. Performance metrics of the questionnaire + blood values.

Model AUC-ROC Accuracy (%) Precision (%) Recall (%) F1 (%) Specificity (%) MCC

XGB 0.815 ± 0.024 74.6 ± 2.5 70.8 ± 3.7 58.9 ± 4.4 64.3 ± 3.8 84.6 ± 2.2 0.453 ± 0.055
MLP 0.814 ± 0.026 74.9 ± 2.4 69.3 ± 2.3 63.3 ± 5.1 66.1 ± 3.8 82.3 ± 0.7 0.464 ± 0.053
GB 0.813 ± 0.026 74.1 ± 2.4 70.7 ± 3.4 56.8 ± 4.3 62.9 ± 3.9 85.1 ± 1.6 0.441 ± 0.054
AB 0.812 ± 0.029 74.4 ± 2.8 71.8 ± 3.8 55.8 ± 4.9 62.8 ± 4.5 86.2 ± 1.5 0.446 ± 0.062
RF 0.811 ± 0.019 74.3 ± 3.1 72.5 ± 5.4 54.3 ± 4.4 62.1 ± 4.6 86.9 ± 2.7 0.443 ± 0.069
LR 0.810 ± 0.026 73.3 ± 2.5 68.8 ± 3.2 57.2 ± 5.0 62.4 ± 4.1 83.6 ± 1.8 0.425 ± 0.056
ET 0.809 ± 0.021 74.3 ± 1.9 72.6 ± 2.2 54.0 ± 5.1 61.9 ± 3.9 87.1 ± 1.4 0.443 ± 0.044

SVM 0.808 ± 0.030 72.8 ± 3.1 74.7 ± 9.5 49.6 ± 15.9 56.7 ± 12.8 87.5 ± 6.0 0.416 ± 0.063
KNN 0.781 ± 0.018 69.1 ± 1.2 70.1 ± 3.5 35.6 ± 2.4 47.1 ± 2.4 90.3 ± 1.7 0.318 ± 0.030

DT 0.775 ± 0.037 70.6 ± 3.2 66.0 ± 10.1 56.5 ± 9.4 59.6 ± 3.2 79.5 ± 9.7 0.381 ± 0.067

For each algorithm, performance metrics are given as the mean ± SD of the 5 outer folds. Bold
values indicate the highest performance for each metric across the compared models. AB: AdaBoost,
DT: Decision Tree, ET: Extra-Trees, GB: Gradient Boosting, KNN: k-Nearest Neighbors, LR: Logis-
tic Regression, MLP: Multilayer Perceptron, RF: Random Forest, SVM: Support Vector Machine,
XGB: eXtreme Gradient Boosting, ROC-AUC: Receiver Operating Characteristic–Area Under the
Curve, MCC: Matthews Correlation Coefficient.

The incremental effect of adding routine laboratory parameters was assessed using
paired DeLong comparisons of the pooled out-of-fold predictions. ROC-AUC increased for
all 10 algorithms, and the improvements reached statistical significance for 9 of the 10 mod-
els. The comparison for k-Nearest Neighbors did not reach statistical significance (Table 4).

Table 4. DeLong test results comparing the ROC-AUCs between questionnaire-only and question-
naire + blood values.

Model ROC-AUC
Questionnaire + Blood

ROC-AUC
Questionnaire Only ∆-AUC p-Value

AB 0.8079 0.7875 0.0203 0.0005
DT 0.7770 0.7584 0.0186 0.0251
ET 0.8097 0.7910 0.0187 0.0000
GB 0.8133 0.7958 0.0176 0.0017

KNN 0.7809 0.7691 0.0119 0.0637
LR 0.8109 0.7976 0.0133 0.0045

MLP 0.8139 0.7964 0.0175 0.0023
RF 0.8118 0.7970 0.0147 0.0077

SVM 0.7888 0.7258 0.0630 0.0000
XGB 0.8159 0.7927 0.0232 0.0001

3.3. Comparison with Established Diabetes Risk Scores

The reconstructed established diabetes risk scores showed moderate discrimination
for Pre-/DM in the study cohort (Supplementary Figure S1). FINDRISK achieved a ROC-
AUC of 0.749 (95% CI, 0.725–0.772), while GDRS achieved a ROC-AUC of 0.756 (95% CI,
0.733–0.778). Both values were numerically lower than the best-performing questionnaire-
only machine-learning model, Logistic Regression, which achieved a mean outer-fold
ROC-AUC of 0.797 ± 0.024.
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3.4. Performance in Diagnosis-Naïve Cohort

After excluding patients with previously diagnosed diabetes, the diagnosis-naïve sen-
sitivity analysis included 1610 patients, comprising 1095 with normal glucose metabolism
and 515 with Pre-/DM. Within the diagnosis-naïve cohort, discrimination was lower than
in the primary analysis but remained informative (Supplementary Figure S2). XGBoost
trained using the combined questionnaire and laboratory feature set achieved a mean ROC-
AUC of 0.764 ± 0.012, while Logistic Regression achieved 0.734 ± 0.023 for questionnaire
variables alone. These results indicate that predictive information remained after exclusion
of known diabetes and historical self-reported hyperglycemia, although performance was
attenuated relative to the complete cohort.

3.5. Model Calibration and Clinical Utility

Calibration analysis of the model with the highest ROC-AUC (XGBoost) demonstrated
close agreement between predicted probabilities and observed event frequencies across
folds (Figure 4a). The mean calibration curve closely followed the diagonal reference line,
indicating well-calibrated risk estimates. Decision curve analysis showed a higher net bene-
fit for model-guided confirmatory testing than for testing all patients or testing no patients
across a broad range of threshold probabilities (Figure 4b). In this analysis, a positive result
represented prioritization for confirmatory HbA1c testing rather than initiation of treat-
ment. Calibration curves for all ten algorithms are provided in Supplementary Figure S6,
while corresponding decision curves are shown in Supplementary Figure S7. Numerical
expected calibration error (ECE), Brier score, and net-benefit summaries are provided in
Supplementary Table S5.

Figure 4. Calibration and decision curve analysis (DCA) for the best-performing XGB model trained
on the combined questionnaire and blood features. (a) Calibration plot showing observed versus
predicted probabilities across outer folds. Individual colored lines represent the outer cross-validation
folds. The solid brown line represents the mean calibration curve, the shaded area indicates ±1 stan-
dard deviation (SD), and the dashed black line represents perfect calibration. (b) Decision curve
showing the net benefit of model-guided confirmatory testing compared with testing all patients and
testing no patients across a range of threshold probabilities.
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3.6. Learning Curve Results

Learning-curve analysis showed heterogeneous generalization behavior across algo-
rithms. For XGBoost and MLP using the combined questionnaire and laboratory feature
set, held-out ROC-AUC generally increased with increasing training-set size, while train-
ing performance remained higher than held-out performance across the evaluated range
(Figure 5). A persistent training-validation gap therefore remained visible for both models
at the largest training-set size. The complete learning curves showed algorithm-specific
differences in generalization behavior, with Logistic Regression demonstrating compara-
tively close alignment between training and held-out performance and larger persistent
gaps observed for several more flexible models (Supplementary Figures S3 and S4).

Figure 5. Learning curves for (a) XGBoost and (b) Multilayer Perceptron (MLP) using questionnaire
+ blood variables. Training ROC-AUC and held-out cross-validation ROC-AUC are shown across
progressively increasing training-set sizes. Shaded areas indicate ±1 standard deviation across
outer folds.

3.7. Feature Importance and Reduced Model

The top ten predictors identified by SHAP (Figure 6a) and the top ten predictors
identified by XGBoost feature gains (Figure 6b) were compared, resulting in six overlapping
features retained for further evaluation: previous high blood sugar levels, age, waist
circumference, MCHC, APTT, and QUICK value. The six-feature XGBoost model was
subsequently compared with the full-feature XGBoost model using identical outer folds
and independent inner-loop hyperparameter optimization. Across the five outer folds, the
full-feature XGBoost model achieved a mean ROC-AUC of 0.815 ± 0.024, while the reduced
six-feature model achieved 0.819 ± 0.025. The reduced model achieved a numerically
higher ROC-AUC in four of the five outer folds, whereas the full model performed slightly
better in one fold. These findings indicate comparable mean discrimination across the
matched outer folds in this post hoc internal analysis. Corresponding per-fold confusion
matrices for the reduced six-feature configuration are provided in Supplementary Figure S8.

3.8. Prototype Screening Interface

To illustrate the technical feasibility of implementation, a simplified screening proto-
type was developed in Streamlit using the six selected features (Figure 7). The interface
enables rapid manual entry of routinely available admission variables and provides an
immediate estimate of the probability of impaired glucose metabolism. This design reflects
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a workflow-compatible triage approach that is rapid, low burden, and relies solely on
information already collected during standard preoperative trauma assessment. Although
not publicly deployed, this prototype illustrates a potential route for future workflow
integration and requires prospective usability and clinical-impact evaluation.

Figure 6. Model interpretability using Shapley Additive exPlanations (SHAP) and XGBoost feature
importance. SHAP analysis of the best-performing XGBoost model trained on the combined ques-
tionnaire and blood features. (a) SHAP beeswarm plot showing the direction and magnitude of each
feature’s effect on the model’s predictions; color represents the original feature value (blue = low,
red = high). (b) XGBoost gain-based feature importance ranking highlighting features that most
improved model performance during training.
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Figure 7. Prototype screening tool. Streamlit-based demonstration tool using the six selected pre-
dictors to provide a rapid estimated risk of impaired glucose metabolism at trauma admission. The
interface allows manual entry of routine variables and displays a single predicted probability, illus-
trating the technical feasibility and potential workflow integration of a compact machine learning
(ML) model.

4. Discussion
In this study, we systematically compared ten supervised machine learning algo-

rithms for the early detection of prediabetes and diabetes in trauma surgery patients using
data collected at hospital admission. Using a nested cross-validation framework with
hyperparameter optimization, XGBoost achieved the numerically highest mean ROC-AUC
(0.815 ± 0.024) on the combined questionnaire and laboratory feature set, followed closely
by MLP (0.814 ± 0.026) and Gradient Boosting (0.813 ± 0.026). However, the fully inter-
pretable Logistic Regression model remained within one percentage point (0.810 ± 0.026),
and no pairwise statistical testing of between-model differences was performed. The
addition of routine blood parameters significantly improved discrimination for nine of
ten algorithms (DeLong’s test, p < 0.05), yet the tight clustering of performance across all
models indicates that the predictive ceiling in this setting is driven primarily by feature
informativeness rather than model complexity. This finding carries direct practical im-
plications: for deployment contexts where interpretability, computational simplicity, or
regulatory transparency are prioritized, Logistic Regression represents a well-supported
default choice rather than a compromise. Evaluation using additional metrics revealed
complementary strengths across models: MLP achieved the highest F1-score, while KNN
showed the highest specificity, confirming that no single algorithm excels uniformly across
all evaluation criteria and reinforcing the importance of assessing multiple dimensions of
predictive performance when selecting models for clinical deployment.

The clinical rationale for this work rests on a gap between disease prevalence and
screening practice in trauma settings. HbA1c testing is individually inexpensive, yet it is
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not part of the standard preoperative workup in trauma clinics, where clinical attention
is directed toward surgical planning and acute injury management rather than metabolic
screening. No established protocol mandates universal glycemic testing at trauma admis-
sion, and adding it to an already time-pressured workflow introduces logistical burden
without existing evidence of cost-effectiveness in this population. Our study design re-
quired HbA1c for all participants to establish a reliable ground truth, but the proposed
model is not intended to replicate universal testing. Instead, it uses information already
collected during routine preoperative assessment, the anesthesia questionnaire, and the
standard admission laboratory panel to identify patients who would benefit most from
targeted confirmatory HbA1c testing. This positions the model as a pre-screening triage
layer consistent with American Diabetes Association recommendations [14], rather than
an alternative to biochemical diagnosis. To benchmark this approach against established
screening instruments, we reconstructed FINDRISK and GDRS scores from the correspond-
ing variables available in the study questionnaire. FINDRISK achieved a ROC-AUC of
0.749 (95% CI, 0.725–0.772) and GDRS achieved 0.756 (95% CI, 0.733–0.778), both numeri-
cally lower than the best questionnaire-only machine-learning model (Logistic Regression,
0.797 ± 0.024). This numerical difference suggests that multivariable modeling of the
available questionnaire information may capture additional discriminatory information
beyond conventional point-based scoring in this trauma population, although this compar-
ison should be regarded as a clinical benchmark rather than a formal external validation,
since the questionnaire was adapted from these instruments rather than administered
as the original stand-alone tools. In the proposed workflow, risk estimation could be
performed automatically from preoperative assessment data, with higher-risk patients pri-
oritized for HbA1c testing and early consultation with internal medicine [40]. Patients with
confirmed diabetes would benefit from intensified perioperative glucose monitoring and
co-management by endocrinology, in alignment with current perioperative guidance recom-
mending blood glucose maintenance within 80–180 mg/dL [41,42]. Patients identified as
prediabetic, who might otherwise go undetected during admission, present a particularly
valuable detection opportunity, as structured lifestyle interventions can reduce progression
to type 2 diabetes by up to 58% [43,44]. The prototype screening interface developed in
Streamlit is a technical feasibility demonstration only: it outputs a continuous predicted
probability and does not embed a fixed decision threshold or issue an automated testing
recommendation. Any future clinical deployment would require prospective threshold
calibration within the implementing institution’s workflow.

A critical methodological concern is the potential for algorithmic reliance on estab-
lished clinical histories to inflate performance metrics. “Previous high blood sugar levels”
ranked among the strongest predictors, and its relationship to the outcome definition
warranted careful scrutiny. To address this, we performed a diagnosis-naïve sensitiv-
ity analysis excluding patients with previously documented diabetes and removing the
self-reported glycemic history variable from the predictor set. Within this stricter screen-
ing scenario, XGBoost trained on the combined feature set achieved a mean ROC-AUC
of 0.764 ± 0.012, while Logistic Regression trained on the questionnaire only achieved
0.734 ± 0.023. Although discrimination was attenuated relative to the complete cohort,
these results indicate that the model’s predictive capacity was not solely attributable to
prior diagnostic information and instead retained information from biochemical and anthro-
pometric patterns, supporting its potential utility for detecting previously unrecognized
dysglycemia at admission.

The most influential predictors identified in our study are well supported by biological
and epidemiological evidence. Age and waist circumference are established risk factors for
impaired glucose metabolism [45–49]. MCHC, a marker not typically emphasized in dia-
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betes screening, has been independently associated with diabetes mellitus in hematological
profiling studies [50,51]. Notably, APTT and prothrombin time (QUICK), which are routine
coagulation parameters collected as part of the standard preoperative panel, emerged
among the top-ranked features. Diabetes induces quantitative increases in intrinsic and
extrinsic coagulation factors, shortening APTT and enhancing tissue-factor-driven activity,
resulting in a prothrombotic shift that is particularly evident in surgical and perioperative
populations [52,53]. These coagulation markers represent a trauma-specific advantage:
they are already measured for surgical planning purposes and provide metabolic screening
information at no additional cost or effort. Antihypertensive medication use ranked among
the strongest predictors by gain-based importance but was not retained in the consensus
feature set, as it did not appear among the top ten by SHAP. Its exclusion reflects the
consensus selection strategy, which prioritized features ranked highly by both metrics,
even though the higher prevalence of antihypertensive treatment in the Pre-/DM group
(52.9% vs. 25.1%; p < 0.001) is consistent with the well-established clustering of dysglycemia
and hypertension within the metabolic syndrome.

The six-feature consensus model, retaining previous high blood sugar levels, age, waist
circumference, MCHC, APTT, and QUICK, achieved a mean ROC-AUC of 0.819 ± 0.025
compared to 0.815 ± 0.024 for the full 47-feature model, with the reduced model achieving
numerically higher discrimination in four of five outer folds. However, because the consen-
sus features were identified from SHAP and gain rankings of a model fitted to the complete
dataset before this comparison, this analysis is post hoc in nature, and its performance esti-
mate should be regarded as optimistic pending external validation. Beyond discrimination,
model calibration and clinical utility were evaluated to determine whether the predicted
probabilities are reliable enough to guide triage decisions. Calibration analysis of XGBoost
yielded an expected calibration error (ECE) of 0.011 and a Brier score of 0.168, both of
which were the lowest among the evaluated algorithms (Supplementary Table S5). An
ECE of 0.011 is well below the 0.05 threshold generally considered adequate for clinical
decision support, indicating that predicted probabilities closely match observed event
rates: in practical terms, a patient receiving a predicted risk of 0.6 can be expected to have
approximately a 60% probability of impaired glucose metabolism [54]. Notably, calibration
differentiated the models more meaningfully than discrimination; while ROC-AUC ranged
narrowly from 0.775 to 0.815, ECE ranged from 0.011 (XGBoost) to 0.158 (AdaBoost), indi-
cating that comparable discrimination does not guarantee comparable probability reliability.
Logistic Regression also demonstrated strong calibration (ECE 0.026), further supporting
its viability as a deployment candidate. Decision curve analysis demonstrated that model-
guided selective testing provided higher net benefit than both testing all patients and
testing no patients across a broad range of threshold probabilities. In the screening context
of this study, where a positive model result prompts a low-cost, low-harm confirmatory
HbA1c test, the clinically relevant threshold range is approximately 0.10 to 0.30. Across
this range, XGBoost maintained consistent net benefit (0.332 at threshold 0.10; 0.278 at 0.20;
0.222 at 0.30), as did Logistic Regression (0.329; 0.273; 0.228). The finding that model-guided
screening outperformed the ‘test all’ strategy is particularly relevant, as it demonstrates
from a decision-theoretic standpoint that targeted screening provides greater clinical value
than universal HbA1c testing, directly addressing the question of whether routine testing
alone would be a simpler alternative. These findings, comparable discrimination with
a compact feature set, well-calibrated probability outputs, and demonstrable net clinical
benefit over default strategies, collectively support the practical feasibility of integrating
such a model into time-sensitive trauma admission workflows.

To our knowledge, this is the first study to benchmark ten supervised machine learning
algorithms for glycemic risk prediction in a trauma surgery population, combining nested
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cross-validation, consensus feature selection, and decision-curve-based clinical utility as-
sessment within a single, consistently applied framework. A recent comprehensive review
of over 2300 studies on ML-based diabetes prediction confirmed that the field remains dom-
inated by general-population screening applications, with trauma and surgical populations
largely underrepresented [55]. Previous diabetes prediction models have primarily focused
on general population screening or chronic disease monitoring [56–64], with reported
ROC-AUC values ranging from 0.67 to 0.87 depending on dataset composition [57,59,62,65].
This performance range is also consistent with broader ML-benchmarking evidence outside
the trauma setting, where more complex algorithms have often failed to outperform logistic
regression once an adequately informative feature set is available [62]. Consistent with
these findings, recent work by Idris et al. demonstrated that an interpretable XGBoost
model trained on routine clinical variables can achieve effective risk stratification in primary
screening workflows, underscoring the clinical feasibility of lightweight feature sets [66].
Similarly, Yoo et al. developed and externally validated an ML-based self-assessment sys-
tem for prediabetes and diabetes using seven non-invasive parameters, demonstrating that
compact, interpretable models can outperform conventional screening guidelines across di-
verse populations [67]. Although comparable ML approaches have recently been applied to
predict postoperative hyperglycemia in non-diabetic cardiac surgery patients [68], glycemic
risk screening at trauma admission remains largely unexplored. This represents a clinically
relevant gap, given the established adverse effects of diabetes on bone and wound healing.
In the musculoskeletal domain more broadly, interpretable machine learning approaches
combining compact feature sets with model-agnostic explanations have been applied for
automated diagnostic tasks, illustrating the broader utility of transparent ML pipelines in
orthopedic and trauma-adjacent applications [68].

Several methodological features of the present study strengthen the reliability of the
reported findings: prospective data collection with confirmatory HbA1c for all partici-
pants provided a robust ground truth independent of clinical suspicion; the nested cross-
validation framework separated hyperparameter tuning from performance evaluation;
learning curves for all ten algorithms demonstrated convergence behavior and character-
ized the training-validation gap for each model class; per-fold confusion matrices increased
transparency regarding classification performance, consensus feature selection using two
independent importance metrics reduced the risk of method-specific ranking artifacts;
model evaluation encompassed discrimination, calibration, and decision-curve analysis
rather than relying on AUC alone; the diagnosis-naïve sensitivity analysis supported the
model’s capacity for opportunistic screening beyond recapitulation of known diagnoses;
and the analysis code has been made publicly available to support reproducibility.

Despite these strengths, several limitations warrant consideration. The study was
conducted at a single tertiary trauma center in Germany, and the machine learning analyses
were performed on the completed dataset with internal validation only. Differences in
patient demographics, referral patterns, laboratory workflows, questionnaire completion,
and prevalence of dysglycemia may affect model performance at other institutions. The
study population was recruited through a preoperative anesthesia assessment pathway
during three discrete six-week enrollment periods and did not include acute polytrauma pa-
tients managed through the emergency pathway; although consecutive enrollment within
each period limits selection bias, the temporal sampling may not capture seasonal or sec-
ular trends. The available dataset lacked structured measures of injury type and trauma
severity. The available sample size may have limited the generalizability of the models,
as indicated by the learning-curve analysis. Logistic Regression demonstrated the closest
alignment between training and validation performance, whereas more flexible algorithms,
particularly tree-based ensemble methods and KNN, exhibited larger generalization gaps.
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Importantly, validation performance remained stable or continued to improve at the largest
training-set sizes rather than declining, suggesting that the observed predictive perfor-
mance reflected genuine signal rather than progressive overfitting. However, the absence of
a clear performance plateau for several models indicates that their generalization capacity
may not have been fully realized within the present cohort. These findings further under-
score the importance of validation in larger, independent, multicenter populations. Within
this context, Logistic Regression’s combination of the tightest convergence behavior, near-
equivalent discrimination (ROC-AUC 0.810), and strong calibration (ECE 0.026) provides
the strongest overall profile for further prospective clinical evaluation among the evaluated
algorithms. The present work reports global SHAP-based feature attributions; per-patient
local explanations, which could enhance clinician trust in individual predictions, represent
a natural extension for a deployed tool. Prospective external validation across multiple
trauma centers and healthcare settings is required before the model, or the reduced fea-
ture configuration, can be considered for routine implementation. Future research should
prioritize multicenter validation, integration into real-time hospital information systems,
and evaluation of whether model-guided screening changes clinician testing behavior and
patient outcomes.

5. Conclusions
In summary, machine learning models trained on routinely collected admission data

can detect glycemic risk in trauma surgery patients with moderate-to-good discrimination,
strong calibration, and consistent net benefit over default screening strategies. XGBoost
achieved the numerically highest mean ROC-AUC, but differences among the leading
algorithms were small relative to cross-validation variability, and the fully interpretable
Logistic Regression model performed within one percentage point while demonstrating
the most stable convergence behavior, supporting its prioritization for prospective clinical
evaluation in settings where transparency is particularly important. A compact six-feature
model retained comparable discrimination, suggesting that effective screening does not
require extensive variable collection beyond information already available at preoperative
assessment. However, as this study was conducted at a single tertiary trauma center with
internal validation only, these findings should be regarded as a hypothesis-generating proof
of concept. Prospective multicenter external validation across diverse trauma populations
and subsequent evaluation of the clinical impact on testing behavior and patient out-
comes are required before ML-based glycemic screening can be recommended for routine
trauma care.
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SVM Support Vector Machine
VIF Variance Inflation Factor
XGB XGBoost, eXtreme Gradient Boosting
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